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Abstractð In contemporary software development, Pull-Based Development has become the prevalent 

methodology, prompting extensive research into the factors influencing the success of contributions. Our 

study delves into numerous factors while specifically investigating the pivotal role of team size in the 

evaluation and acceptance of pull requests. The significance of team size is underscored by its historical 

importance in guiding the choice of software methodologies. Our findings reveal that team size impacts the 

decision-making process concerning pull requests. The factors influencing these decisions are affected by 

team size, emphasizing the necessity of considering this variable in modern software projects. Our research 

illuminates the complex dynamics of pull-based development, providing valuable insights for project owners 

and developers alike. 

 

Keywordsð pull-based development, pull requests, software engineering, non-parametric tests, Mann-
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1. Introduction 

Pull-Based Development, as a widely adopted methodology, offers a wealth of insights into collaborative 

software development. Efforts to understand the complex process of reviewing and deciding on specific pull 

requests have been extensive, driven by the need to optimize time for both reviewers and contributors [1]. 

Platforms like GitHub, serving as vast repositories of open-source projects, provide invaluable data for scholarly 

exploration. Leveraging one of the largest and most recent datasets available [2], researchers have delved into 

the decision-making dynamics surrounding pull requests [3]. These studies have revealed that influencing 

factors vary across diverse scenarios and contexts [4], emphasizing the need for fresh perspectives. 

In this context, our research introduces a novel viewpoint by examining the impact of team size on the pull 

request handling process. Team size has been demonstrated to significantly influence both traditional plan-based 

and agile software processes [5]. Smaller teams enjoy streamlined communication channels, fostering direct and 

informal interactions that facilitate swift and well-informed decisions regarding pull requests. These teams often 

share a cohesive vision and coding standards, simplifying the evaluation of pull requests against project 
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objectives. Conversely, larger teams navigate complex communication structures, necessitating multi-layered 

reviews involving specialized individuals or teams. The resultant coordination challenges can prolong decision-

making processes, exacerbated by diverse opinions and coding styles that prompt extensive discussions and 

revisions. In light of these observations, our study seeks to address the following questions: 

RQ1: Does team size influence the decision-making process for a specific pull request? 

RQ2: What are the key factors affected by team size, and how do they differ among large, medium, and small 

teams? 

By delving into these questions, our research aims to clarify the delicate relationship between team size and pull 

request acceptance. Ultimately, we aspire to propose comprehensive guidelines that enhance the core process of 

pull-based development, informed by the unique dynamics of team size in software development contexts. 

 

2. Dataset Handling 
The selected dataset [2] required adjustments to align with the objectives of our study. Initially comprising 96 

features, we conducted essential modifications, including the removal of redundant elements and thoughtful 

imputation of missing values. To facilitate a nuanced analysis based on team size, we segmented the dataset into 

three distinct subsets: large teams, medium teams, and small teams. Furthermore, to ensure impartiality in our 

subsequent analyses, we meticulously balanced the classesðmerged and not mergedðwithin each subset. In the 

forthcoming section, we will demonstrate the sequential steps undertaken during this dataset handling process. 

 

2.1. Elimination of Redundant Features 
We will be enumerating the eliminated features along with the rationale behind their removal: 

ǒ open_diff/extra_diff/cons_diff/neur_diff/agree_diff: These five features correspond to the well-established 

OCEAN model, extensively studied for its profound impact on various aspects of an individual's professional 

life, including careers and, notably, on developers and how they react to pull requests [6]. While the dataset 

initially included ten features related to personality traits, with five assigned to contributors and five to 

integrators, the introduced difference attributes merely calculate the variance between integrator and contributor 

for each trait. However, these features lack specificity, as they do not indicate whether the difference is in the 

positive or negative direction. For instance, a zero difference in openness does not distinguish between 

integrator and contributor having compatible high scores or low scores for openness. Given that these nuances 

can be inferred from the original ten featuresðinte_open, inte_extra, inte_neur, inte_agree, inte_cons, and 

contrib_open, contrib_neur, contrib_extra, contrib_agree, contrib_consðwe have opted to remove the 

redundant five difference features for a more streamlined and interpretable dataset. 

ǒ files_changed: this feature represents the cumulative count of changes made in a pull request and can be derived 

from three distinct features: files_deleted, files_modified, and files_added. Consequently, to streamline our 

dataset and avoid redundancy, we have opted to eliminate the files_changed feature. 

ǒ num_comments: this feature is an aggregate metric derived from three individual features: 

comments_commit_num, pr_comment_num, and num_issue_comments. To enhance the efficiency of our 

dataset and mitigate redundancy, we have chosen to exclude the num_comments feature. 

ǒ   num_commit_comments/pr_comment_num  : We have identified redundancy in the features 

num_commit_comments and pr_comment_num, both of which quantify technical comments. In light of this, we 

have opted for a more streamlined representation, consolidating these two features into a singular variable 

named num_technical_comments. Consequently, our dataset will now distinguish between comments of a 

technical nature and general comments (num_issue_comments).                       

ǒ part_num_commit/part_num_pr: In a similar way, we will merge the features part_num_commit and 

part_num_pr into a consolidated attribute named code_num_part, reflecting the number of contributors engaging 

in technical discussions. It's important to note that with this adjustment, our dataset now includes separate 

counts for contributors commenting on the contributed code (captured by the new feature, code_num_part) and 

those participating in general issue discussions (indicated by the existing feature, part_num_issue) 

ǒ num_participants: representing the total count of participants engaging in comments (both general and code-

related), is found to be redundant, providing no additional or unique information. Consequently, we have 

decided to remove this feature from the dataset. 

ǒ perc_neg_emo/perc_pos_emo/perc_neu_emo: while crucial for gauging emotions in the comments and 

discussions surrounding a resolved issue in a pull request, lack the specificity to discern whether these emotions 

stem from the contributor or the integrator. Given that our dataset already encompasses features measuring 

positive, negative, and neutral emotions for both the contributor and integrator, we find these three attributes 

redundant. Consequently, we have opted to eliminate them. 

ǒ lifetime_minutes/mergetime_minutes:  are features that can only be computed after the decision on a Pull 

Request has been finalized. While these attributes may offer valuable insights for other aspects of studying pull 

requests, they are not directly relevant to our research focus on the attributes influencing the decision-making 
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process of merging or not merging a pull request. As such, features related to post-decision stages are deemed 

extraneous to our current study. 

ǒ asserts_per_kloc: exhibits a positive correlation with two other attributes: test_cases_per_kloc and 

test_lines_per_kloc. This correlation is inherent since asserts typically exist within test cases, and the lengthier 

the test cases or lines, the higher the count of asserts. Recognizing this inherent relationship, we have decided to 

remove asserts_per_kloc from the dataset. 

 

Consequently, 17 features have been removed, and two new features have been incorporated, resulting in a 

revised feature set totalling 81. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

2.2. Analysis of Missing Values 
The presence of missing values in a dataset can significantly impact the performance of algorithms, as certain 

models struggle to process incomplete information effectively. Recognizing the importance of addressing these 

gaps in our dataset, we embark on a comprehensive exploration of missing values in each feature and column. 

Our aim is to generate a clear visual representation through plots, shedding light on the distribution of missing 

values. This analysis not only aids in understanding the extent of missing data but also lays the groundwork for 

informed strategies to handle these gaps effectively. 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 1 Correlation Matrix of Testing Metrics: Asserts, Test Cases, and Test Lines per KLOC 

Fig. 2 Visualizing Missing Values: Human Factors 
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In Figures 2 and 4, illustrating Human factors and features related to Pull Requests, a conspicuous pattern 

emerges with an abundance of missing values evident as white spaces within each bar. In contrast, the project 

features exhibit a comparatively lower occurrence of missing values. Recognizing the significance of 

quantifying these missing values, we present a detailed breakdown in Table 1, providing insights into the extent 

of gaps in our dataset across various features. 

Upon reviewing Table 1, it becomes evident that specific features exhibit a substantial proportion of missing 

data, surpassing the 50% threshold across more than half of the rows. Notably, these missing values seem 

arbitrary in nature. An illustrative example is the disclosure of country or affiliation on GitHub profiles, a choice 

frequently omitted by many developers, contributing to the elevated incidence of missing values in the 

corresponding country/affiliation attributes. Further investigation includes assessing the correlation of these 

features with the label. Consequently, any feature demonstrating both a low correlation with the label and a 

percentage of missing values exceeding 50% will be removed, with the exception of the first_response_time 

feature. Despite its 50% missing values, this feature boasts a high correlation with the label, rendering it 

indispensable. This decision results in the removal of an additional 15 features from our dataset, which are: 

ǒ same_country 

ǒ same_affiliation 

ǒ contrib_country 

ǒ inte_country 

ǒ contrib_affiliation 

ǒ inte_affiliation 

ǒ bug_fix 

ǒ ci_latency 

ǒ ci_test_passed 

ǒ ci_failed_perc 

ǒ ci_first_build_status 

ǒ ci_last_build_status 

ǒ ci_build_num 

ǒ contrib_first_emo 

ǒ inte_first_emo 

Hence, the final set of attributes utilized in our study comprises 66 features along with the label 

Fig. 3 Visualizing Missing Values: Project Factors Fig. 4 Visualizing Missing Values: Pull Request Factors 
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Attribute  Type Number of Missing 

Values 

Percentage of Missing Values 

contrib_gender Human Factor 694396 20% 

same_country Human Factor 2238549 66% 

same_affiliation Human Factor 2707224 80% 

contrib_first_emo Human Factor 2259030 67% 

inte_first_emo Human Factor 2646705 79% 

contrib_open/cons/neur/extra_agree Human Factor 634738 18% 

contrib_country Human Factor 1874929 56% 

inte_country Human Factor 1767681 52% 

contrib_affiliation Human Factor 2496936 74% 

inte_affiliation Human Factor 2398544 71% 

first_response_time Human Factor 1700048 50% 

social_strength Human Factor 250 0.0007% 

inte_open/cons/neur/extra/agree Human Factor 340196 10% 

perc_contrib_neg/pos/neu Human Factor 11344 0.33% 

perc_inte_neg/pos/neu Human Factor 3800 0.11% 

bug_fix Pull Request 3324411 99% 

ci_exists Pull Request 2683 0.08% 

ci_latency Pull Request 1800437 53% 

ci_test_passed Pull Request 1800437 53% 

ci_failed_perc Pull Request 1800437 53% 

ci_first_build_status Pull Request 1800437 53% 

ci_last_build_status Pull Request 1800437 53% 

ci_build_num Pull Request 1800437 53% 

sloc Project Factor 2056 0.06% 

perc_external_contribs Project Factor   4071                           0.12%                         

test_lines_per_kloc Project Factor   2056                           0.06%                         

test_cases_per_kloc Project Factor   2123                           0.06%                         

pushed_delta Project Factor   20542                           0.6%                         

pr_succ_rate Project Factor   10203                           0.3%                         

Table. 1 Missing Values Percentage Across Features 

Fig. 5 Correlation of Features with High Missing Values with the Label 
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2.3. Addressing Rows with Incorrect Values 
Several rows in the dataset were found to contain incorrect negative values, attributed to limitations in the data 

provided by GitHub [2]. Specifically, these discrepancies were observed in the features listed in Table 2. 

Consequently, we have opted to eliminate any rows containing such inaccuracies in one of the three specified 

attributes. Following this corrective action, the final count of rows in the dataset stands at 3,330,915. 

Feature Number of Negative Values 

project_age 13177 

account_creation_days 341 

first_response_time 3516 

Table.2 Quantifying the Occurrence of Negative Values in the Dataset 

2.4. Dataset Splitting 
We previously highlighted the presence of the 'team_size' factor in our dataset, categorized as small, large, and 

medium teams. Given the acknowledged impact of team size on choosing suitable software engineering 

methodologies, we sought to investigate whether this factor influences the dynamics of pull-based development 

systems under our study. Consequently, we partitioned the dataset into three distinct subsets, each corresponding 

to a specific team size. In Table 3, we present the detailed statistics for each of these datasets. Additionally, 

Tables 4, 5, and 6 provide comprehensive insights into the statistics of missing values within each respective 

dataset. 

Attribute  Type Number of Missing Values 

contrib_gender Human Factor 535277 

contrib_open/cons/neur/extra/agree Human Factor 541988 

first_response_time Human Factor 1385004 

social_strength Human Factor 247 

inte_open/cons/neur/extra/agree Human Factor 258706 

perc_contrib_neg/pos/neu Human Factor 5809 

perc_inte_neg/pos/neu Human Factor 2014 

ci_exists Pull Request Factor 1338 

Sloc Project Factor 1530 

perc_external_contribs Project Factor 4020 

test_lines_per_kloc Project Factor 1530 

test_cases_per_kloc Project Factor 1591 

pushed_delta Project Factor 20229 

pr_succ_rate Project Factor 10044 

Table. 4 Missing values across features for the small projects' dataset 

Attribute  Type Number of Missing Values 

contrib_gender Human Factor 51121 

contrib_open/cons/neur/extra/agree Human Factor 30468 

first_response_time Human Factor 69324 

inte_open/cons/neur/extra/agree Human Factor 44219 

perc_contrib_neg/pos/neu Human Factor 2672 

perc_inte_neg/pos/neu Human Factor 1015 

ci_exists Pull Request Factor 640 

Sloc Project Factor 3 

test_lines_per_kloc Project Factor 3 

test_cases_per_kloc Project Factor 5 

pushed_delta Project Factor 16 

pr_succ_rate Project Factor 10 

Table. 5 Missing values across features for the large projects' dataset 

Dataset No. rows merged merged % not merged not merged% 

Large Projects 275459 182837 66% 92622 34% 

Medium Projects 852376 639233 74% 213143 26% 

Small Projects 2478539 2059213 83% 419326 17% 

Table. 3 Datasets Statistics After Splitting 
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Attribute  Type Number of Missing Values 

contrib_gender Human Factor 154870 

contrib_open/cons/neur/extra/agree Human Factor 88990 

first_response_time Human Factor 313011 

inte_open/cons/neur/extra/agree Human Factor 79763 

perc_contrib_neg/pos/neu Human Factor 5438 

perc_inte_neg/pos/neu Human Factor 1740 

ci_exists Pull Request Factor 1324 

Sloc Project Factor 517 

test_lines_per_kloc Project Factor 517 

test_cases_per_kloc Project Factor 523 

pushed_delta Project Factor 156 

pr_succ_rate Project Factor 77 

Table .6 Missing values across features for the medium projects' dataset 

2.5. Datasets Balancing 

We observed from Table 3 that the distribution between the two classes, 'merged' and 'not_merged,' is highly 

imbalanced, potentially introducing bias into the dataset. While certain datasets might naturally exhibit such 

imbalances, as seen in those focusing on rare diseases where the number of cases is inherently limited, our 

dataset does not fall under such circumstances. To address this imbalance, we have implemented the 

undersampling technique, ensuring a more equitable representation. Specifically, we aimed for a balanced 

distribution with 60% for the dominant class and 40% for the other class, mitigating potential bias and 

enhancing the dataset's suitability for analysis. 

 

2.6. Datasets imputation 

Given the presence of numerous outliers in our dataset, as indicated in figure 6 as an example through the 

Interquartile Range (IQR) method, traditional imputation methods may not yield optimal results. Utilizing an 

inappropriate method could introduce bias to the dataset and impact the relationships between different 

attributes. To address this, we have opted for a more advanced imputation algorithm known as MissForest, 

which relies on Random Forests. This method has demonstrated superior performance compared to alternatives 

like K Nearest Neighbor (KNN) and Multivariate Imputation using Chained Equations (MICE) [7]. The 

selection of Miss Forest aligns with the unique characteristics of our data. Following the application of this 

algorithm, our datasets will be devoid of any missing values. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

3. Extracting Statistically Significant Features 
To determine the appropriate statistical tests for feature comparison, we need to consider the types of features 

and their distributions. Our features can be categorized into numerical (continuous, discrete) and categorical 

(ordinal, nominal) data types [8]. Out of the 66 features remaining in our dataset, 10 are Nominal features: 

1. first_pr 
2. core_member 
3. test_inclusion 

Fig. 6: Outliers in 'sloc' Feature for the Large Teams Dataset 
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4. ci_exists 
5. at_tag 
6. comment_conflict 
7. hash_tag 
8. contrib_gender 
9. contrib_follow_integrator 
10. language 

 

For comparing Nominal features across the three datasets, we will employ the Chi-Square Test [9]. On the other 

hand, for Numerical features, we will use the Mann-Whitney U test [10]. It's noteworthy that from statistical 

tests, we derive two values: Statistical Significance and Practical Significance. The latter holds more importance 

for us, and to derive it from Statistical Significance, we employ what is known as "effect size." 

For the Chi-Square Test, to calculate practical significance, we will use the measure Phi [11] and the measure 

Odds Ratio [12] when the chi-square table is of size 2x2; otherwise, we will use Cramer's V [11]. For the Mann-

Whitney test, we will use Cliff's Delta [13] to derive practical significance, similar to the method used to 

evaluate features between completed and abandoned pull requests [1]. 

It's crucial to note that the Mann-Whitney U test is deemed suitable for our data distribution, as examined 

through the Shapiro-Wilk test [14] and by visually inspecting Histogram diagrams, revealing that the 

distribution of our datasets is not normal. 

 

Table.7 Effect Size using Phi measure for Chi-Square test 

 

df*  Negligible Small medium large 

1 V < 0.1 V >= 0.1 and V < 0.3 V >= 0.3 and V < 0.5 V >= 0.50 

2 V < 0.07 V >= 0.07 and V < 0.21 V >= 0.21 and V < 0.35 V >= 0.35 

3 V < 0.06 V >= 0.06 and V < 0.17 V >= 0.17 and V < 0.29 V >= 0.29 

4 V < 0.05 V >= 0.05 and V < 0.15 V >= 0.15 and V < 0.25 V >= 0.25 

5 V < 0.04 V >= 0.04 and V < 0.13 V >= 0.13 and V < 0.22 V >= 0.22 
 

Table.8 Effect Size using Cramerôs V measure for Chi-Square test 
 

Deltaôs Value (d) Practical Significance 

|d| <= 0.147 Negligible 

0.147 < |d| <= 0.33 Small 

0.33 < |d| <= 0.474 Medium 

0.474 < |d| <= 1 Large 

 

Table.9 Effect Size using Cliffôs Delta measure for Mann-Whiteny U test 

 
 

 

 

 

 

 

 

 

 

 

 

Values Effect Size 

Phi < 0.1 Negligible 

Phi >= 0.1 and Phi < 0.3 Small 

Phi >= 0.3 and Phi <= 0.5 Medium 

Phi > 0.5 Large 
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3.1. Implementing Statistical Tests on the Large Teams Dataset 

In this section, we will provide a detailed presentation of the results obtained from the statistical tests using the 

large team's dataset, followed by an analysis and interpretation of these results. 

3.1.1. Chi-Square Test Results on the Large Teams Dataset 
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In the upcoming table, we will present the effect sizes derived from the previous results: 

 
 

 

 

 

3.1.2. Mann-Whitney U Test Results on the Large Teams Dataset 
We won't provide detailed Histogram diagrams and Shapiro-Wilk results for our dataset; we will only state that 

we observed a non-normal data distribution. 

The next table will consolidate the results of the Mann-Whitney U test, along with the corresponding effect sizes 

and practical significance. 
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3.1.3. Interpreting Chi-Square Test Results for the Large Teams Dataset 
From Table 30, it becomes evident that features exhibiting practical significance include: 

1. First Pull Request for the Integrator (first_pr):  Notably, the acceptance percentage for the first pull request is 

lower than that for subsequent pull requests. This observation suggests that experience significantly influences 

the acceptance rate, with the percentage of acceptance almost doubling for developers with more experience. It's 

noteworthy that previous studies have found higher chances of acceptance for less experienced developers when 

comparing identical pull requests [15]. However, in our general case, increased developer experience correlates 

with a higher acceptance percentage. 

2. The presence of continuous integration tools (ci_exists): significantly impacts the likelihood of accepting a 

pull request, nearly tripling the chances. This is attributed to the confidence it instills in project owners that the 

submitted pull request can seamlessly integrate with the project, enhancing trust and favoring the overall quality 

of the pull request. Previous studies have emphasized the pivotal role of continuous integration tools as a crucial 

and necessary element in the pull-based development process [16]. 
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3. Pull requests submitted by project owners (core_member): there is a notable bias as they are accepted with 

double the chance compared to external contributors, confirming the results presented in previous study [22]. 

This bias can be attributed to a fundamental aspect of human nature: a greater inclination to trust individuals we 

are familiar with than new acquaintances. This emphasizes the importance for developers to cultivate a healthy 

and strong network of relationships within the programmatic environment. Technical proficiency alone may not 

suffice, as the development environment is inherently shaped by human nature and traits. One such 

categorization is the "protective environment," which evaluates the integrity and trustworthiness of developers, 

in addition to their technical efficiency [17]. 

4. The language of the project (language): The effect of the used programming language in the project has been 

discussed in previous studies, one of them encouraged the continuous of investigating this feature, because they 

suffice in presenting what they've seen in chosen projects without putting the results in a mathematical or 

statistical formula [18]. A subsequent study examined the identical factor, formulating it in a mathematical 

framework and establishing a connection with the likelihood of accepting a pull request [19], and they shared 

their results mentioning that three of them increases the acceptance of a pull request which are Go, Scala, Ruby 

and another three of them decreases the chance of acceptance which are Python, Java and JavaScript and 

throughout our dataset we can sort the languages according to their acceptance rate with the following: 

Java(0.22), Javascript(0.55), Python(0.9), Ruby(1.11), Scala(1.35), Go(1.51) but in our datasets back to projects 

in 2020, whereas the mentioned research has its data from 2015, and by visiting Github we can see that the 

popularity of languages changes from year to year as well as the number of projects using these languages, 

which in our opinion may make the language factor on itself, not an accurate factor, and my give a preference to 

one language in a false way. Thus, we won't be discussing it any further, and we assure that the dynamics of 

languages over the years need careful study on its own. 

While our results did not reveal practical significance regarding the contributor's gender, it is noteworthy to 

discuss the broader context and findings from other studies. Previous research [20] has suggested that pull 

requests submitted by women have a higher acceptance rate than those submitted by men, with a 1.7 times 

higher chance of acceptance when gender is not disclosed. Interestingly, the original dataset we utilized in our 

research [2] mentioned a similar observation: if a contributor's gender is revealed as a woman, it may decrease 

the chances of accepting the pull request. 

Upon closer examination, we discovered that the referenced research [20] relied on the social media platform 

Google+ to identify the gender of contributors. They categorized pull requests based on contributor gender and 

found that women had higher chances of acceptance. In our methodology, the original dataset had a significant 

amount of missing information about the gender of contributors (694,396 missing values, approximately 20% of 

the entire gender data). We addressed this by imputing these missing values using random forests. In the large 

dataset, there were 44,357 missing values. Deleting rows with missing gender data would have altered the Chi-

square results and potentially decreased the chances of women. Therefore, our imputation of gender data, where 

it was not revealed, is comparable to the approach used in the referenced research, confirming that if women 

reveal their identity, they may have lower chances of acceptance. 
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3.1.4. Interpreting Mann-Whitney U Test Results for the Large Teams Dataset 
From Table 31, we identified 12 numerical features that exhibit practical significance. It's important to note that 

the calculations for delta were derived from the vector of declined pull requests: 

1. Number of previously accepted pull requests (prev_pullreqs): This feature, analogous to the first_pr 

attribute, exhibits correlation with contributor experience. Higher acceptance chances align with increased 

contributor experience. 

2. Number of previously accepted commits (acc_commit_num): Given that each pull request involves at least 

one commit, the practical significance of this feature is evident, especially when considered alongside 

prev_pullreqs. 

3. Agreeableness trait of contributor's personality (contrib_agree): Contributor agreeableness may foster a 

cooperative atmosphere within the team. A lower percentage of this trait in contributors is associated with a 

higher likelihood of pull request acceptance [21]. 

4. Number of interactions between contributor and integrator in the past three months (prior_interaction): 

Emphasizing the importance of building a social network, higher prior interactions correlate with increased 

acceptance chances, indicating gained trust from the integrator. 

5. Number of reviews processes the integrator was part of (prior_review_num): This feature underscores the 

significance of integrator experience. More experience in evaluating pull requests leads to confident decision-

making, affecting acceptance probabilities. 

6. Openness trait in the integrator's personality (inte_open): Openness correlates with the integrator's 

acceptance of new ideas or code enhancements. Higher openness increases the likelihood of pull request 

acceptance. 

7. Number of people that contacted any project team member in the past three months (social_strength): 

Increased contact with project team members indicates an active and interactive team, positively influencing 

pull request acceptance chances. 

8. Agreeableness trait in the contributor's personality (contrib_agree): Similar to inte_agree, a lower 

agreeableness trait in contributors is associated with a higher likelihood of pull request acceptance. 

9. Number of commenters on the issue that the submitted pull request tried to solve (part_num_issue): A 

lower number of commenters on an issue simplifies the reviewing decision, increasing the chances of pull 

request acceptance. 

10. Number of test cases per 1000 lines of code (test_cases_per_kloc): More tests indicate a well-documented 

and tested project, facilitating pull request evaluation and increasing acceptance chances. 

11. Project Age (project_age): Older projects, combined with ongoing activity, exhibit higher pull request 

acceptance probabilities. Project age is a positive indicator, especially when combined with continuous project 

activity. 

12. The rate of accepting previous pull requests for a project (pr_succ_rate): Higher acceptance rates for 

previous pull requests in a project correspond to an increased likelihood of accepting new pull requests 

submitted to the same project. 

 

 

3.1.5. A Summary of Findings form the Large Teams Dataset 
As previously outlined, each feature can be classified into one of three categories: those related to pull requests, 

those related to the project, and those related to human factors. It is noteworthy that the most impactful features, 

constituting 10 out of 16, are associated with human factors. In contrast, four features are linked to the project, 

and two are specifically tied to the pull request itself. This suggests valuable advice for contributors engaging 

with large projects and extensive teams. Building a robust social network with team members, acquiring 

experience before submitting a pull request, monitoring project activity and age, and considering the number of 

previously merged pull requests are key factors. Moreover, maintaining a flexible mindset, avoiding an overly 

authoritative or closed approach, and being receptive to change and suggestions for enhancing pull requests 

emerge as crucial strategies. Additionally, contributors are encouraged to select issues with minimal 

complications and limited diverse opinions to optimize the chances of acceptance, thus conserving time and 

energy." 
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3.2. Implementing Statistical Tests on the Medium Teams Dataset 

In a similar way to what we did with the large teams' dataset, we will apply the same work but this time on the 

medium teams' dataset. 

 

3.2.1. Chi-Square Test Results on the Medium Teams Dataset 
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Now, similar to our approach with the large teams' dataset, we will compute the practical significance using the 

Phi measure for the initial nine attributes and Cramer's V for the language attribute. The results will be 

presented in the subsequent table: 
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3.2.2. Mann-Whitney U Test Results on the Medium Teams Dataset 
For the medium teams' dataset, we observed a non-normal data distribution similar to the large teams' dataset. 

We will proceed directly to presenting the results of the Mann-Whitney U test. 
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3.2.3. Interpreting Chi-Square Test Results for the Medium Teams Dataset 

From Table 53, it is evident that the features demonstrating practical significance are: 

1. First Pull Request for the Integrator (first_pr).  

2. The presence of continuous integration tools (ci_exists). 

3. Pull requests submitted by project owners (core_member). 

 

The preceding three features are consistent with those identified in the large teams' dataset, with the exception of 

the language feature, which exhibited practical significance for large teams but not here. Now, let's delve into 

the statistics for the 'gender' attribute. In the medium teams' dataset, we encountered 101,993 missing values, 

constituting approximately 18% of the total samples. These missing values were imputed with 97,683 values 

assigned as male and 4,310 values as female. If we were to remove these empty rows instead of imputing them, 

the chi-square table for gender would be as itôs in Table. 51, with the odds ratio approaching 1. This reaffirms 

our earlier findings regarding this feature. 
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3.2.4. Interpreting Mann-Whitney U Test Results for the Medium Teams Dataset 
From Table 54, we identified 14 numerical features that exhibit practical significance. It's important to note that 

the calculations for delta were derived from the vector of declined pull requests: 

1. Number of previously accepted pull requests (prev_pullreqs). 

2. Number of previously accepted commits (acc_commit_num). 

3. The rate of accepting previous pull requests for a project (pr_succ_rate) 

4. Number of interactions between contributor and integrator in the past three months (prior_interaction).  

5. Number of reviews processes the integrator was part of (prior_review_num). 

6. Openness trait in the integrator's personality (inte_open). 

7. Number of people that contacted any project team member in the past three months (social_strength). 

8. Number of commenters on the issue that the submitted pull request tried to solve (part_num_issue) 

The preceding eight features are shared with the large teams' dataset, unlike the following: 

1. Agreeableness of the Integrator (inte_agree): Similar to the contrib_agree feature, which demonstrated 

practical significance in the large teams' dataset, this personality trait is influential in the medium teams' dataset, 

but from the integrator's perspective. A lower level of agreeableness correlates with a higher likelihood of 

accepting the pull request. 

2. Number of Comments on the Issue the Pull Request Is Trying to Resolve (num_issue_comments): The 

fewer the comments, the higher the chance of acceptance. This finding suggests that a high number of 

comments, while indicating popularity and demand within the coding community, also increases the complexity 

of the problem. Pull requests with higher comment counts were found to be rejected more frequently This 

finding was also mentioned in [16]. 

3. Team Size (team_size): Declined pull requests tend to have a higher number of team members. In medium-

sized teams, where the number of members ranges from 13 to 30, each increment in team size leads to an 

increase in communication channels. The communication channels can be represented as a complete graph, 

where nodes are team members and edges are communication channels. The higher the team size, the more 

communication channels, potentially leading to increased latency in decision-making and erroneous decisions if 

not managed carefully. 

4. Number of Users Following the Project on Github (watchers): More followers correspond to a lower chance 

of accepting a pull request. This indicates increased pressure on the project and heightened competition in terms 

of pull request submissions, making it more challenging to get a pull request accepted in projects with a larger 

following. 

5. Number of Copies Taken from the Project (fork_num): Similar to the "watchers" feature, a higher number of 

forks correlates with a lower chance of accepting pull requests. Taking a fork from the project is the initial step 

in contributing, and a higher number of forks implies more developers willing to contribute, increasing 

competition. 

6. Number of Opened Pull Requests in the Project (open_pr_num): A higher number of opened pull requests 

in the project increases pressure on project members, making it more challenging to discuss pull requests related 

to an issue and propose edits. Consequently, this may lead to a direct rejection of pull requests that are otherwise 

ready for merging. The results show that this feature decreases the chance of accepting a pull request. 

The features that exhibit practical significance in the large teams' dataset but not in the medium teams' dataset 

are contrib_agree, test_cases_per_kloc, project_age. Conversely, the features demonstrating practical 

significance in the medium teams' dataset but not in the large teams' dataset are num_issue_comments, 

team_size, watchers, inte_agree, open_pr_num, and fork_num. 

3.2.5. A Summary of Findings form the Medium Teams Dataset 
The most influential factors in the medium teams' dataset were human factors (9 out of 17), which is three less 

than the large teams' dataset. There is a notable shift in the project factors, with 5 significant factors in this 

dataset compared to four in the previous one. Moreover, these two sets of project factors are entirely different, 

sharing only one feature, pr_succ_rate. Additionally, there are 3 significant pull request factors. 
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Our recommendation for contributors to projects with a medium team size is to prioritize building a social 

network with team members and gaining experience. Moreover, it's advisable to steer clear of projects with high 

competition and a substantial number of open pull requests. 

 

3.3. Implementing Statistical Tests on the small Teams Dataset 

In this section, we will provide a detailed presentation of the results obtained from the statistical tests using the 

small teams' dataset, followed by an analysis and interpretation of these results. 

3.3.1. Chi-Square Test Results on the small Teams Dataset 
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Now, similar to our approach with the previous two datasets, we will compute the practical significance using 

the Phi measure for the initial nine attributes and Cramer's V for the language attribute. The results will be 

presented in the subsequent table: 

 

 
 

3.3.2. Mann-Whitney U Test Results on the Small Teams Dataset 
We won't provide detailed Histogram diagrams and Shapiro-Wilk results for the small teams' dataset, as we 

observed a non-normal data distribution similar to the large and medium teams' datasets. We will proceed 

directly to presenting the results of the Mann-Whitney U test. 
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