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Abstract: 

This paper proposes a technical architecture for an Omni-channel Supplier Catalog that provides real-time price 

updates. This system leverages a combination of open-source technologies, including Apache Camel, Spark 

Connector, Kafka Topics, Cassandra database, and Kubernetes, deployed on a resilient and elastic cloud 

platform. 

This paper details the data pipeline design, outlining how each component contributes to efficient data ingestion, 

processing, and dissemination. Additionally, the paper highlights the benefits of using this architecture, 

including improved decision-making, enhanced operational efficiency, and a seamless omnichannel experience 

for customers. 

 

1. Introduction 

1.1 Challenges in Traditional Supplier Catalogs: 

Traditional supplier catalogs often lack real-time data and struggle to maintain consistent pricing across various 

channels. This can lead to: 

● Price inconsistencies: Customers may encounter different prices for the same product online, in-store, or 

through mobile applications. 

● Delayed price updates: Businesses may be slow to respond to market changes or competitor pricing, leading to 

lost sales opportunities. 

● Manual data management: Manual processes for updating and managing supplier data can be inefficient and 

prone to errors. 

 

1.2 Benefits of Real-time Supplier Catalogs with Live Price Updates: 

An Omni-channel Supplier Catalog with real-time price updates offers several advantages: 

● Improved decision-making: Real-time insights enable businesses to identify optimal pricing opportunities, 

negotiate effectively with suppliers, and optimize inventory management. 
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● Enhanced operational efficiency: Automated data pipelines streamline data processing and eliminate manual 

efforts, leading to increased efficiency and reduced operational costs. 

● Seamless omnichannel experience: Customers receive consistent and accurate pricing information regardless 

of the channel they interact with, fostering trust and satisfaction. 

 

2. Proposed Architecture 

The proposed architecture utilizes the following components: 

● Data Sources: Diverse data sources, such as supplier websites, APIs, and internal databases, will continuously 

feed product and price information into the system. 

● Apache Camel: As an integration framework, Camel acts as the central hub, connecting various data sources 

and downstream components. 

● Spark Connector: This connector bridges the gap between Camel and Spark, enabling seamless data flow for 

real-time processing. 

● Kafka Topics: This distributed streaming platform acts as a central message broker. Camel pushes the ingested 

data into designated Kafka topics for decoupled and scalable processing. 

● Apache Spark: This powerful distributed processing engine is responsible for real-time data cleansing, 

transformation, and aggregation. Spark consumes data streams from Kafka topics and prepares the data for 

storage. 

● Cassandra Database: This NoSQL database serves as the persistent storage layer for the processed data. 

Cassandra's scalability and fault tolerance make it ideal for handling large volumes of frequently updated data. 

● Kubernetes: This container orchestration platform manages the deployment and scaling of the aforementioned 

components. Kubernetes ensures high availability, resource optimization, and simplified application 

management. 

 

2.1 Architecture Diagram: 

 

 

2.2 Data Flow: 

1. Data Ingestion: Camel continuously fetches data from various sources, including supplier websites, APIs, and 

internal databases. 

2. Data Routing: Camel routes the ingested data streams to designated Kafka topics based on pre-defined rules. 

Data can be categorized by product category, supplier ID, or other relevant criteria. 

3. Real-time Processing: Spark Streaming applications continuously consume data from Kafka topics. These 

applications leverage the Spark Connector for efficient data access and processing. 

4. Data Processing: Spark performs various operations on the data, including: 

○ Data cleansing: Removing errors, inconsistencies, and duplicate entries from the data. 

○ Data transformation: Converting the data into a format suitable for storage and analysis. 

○ Data aggregation: Aggregating data to provide summaries and insights at different granularities (e.g., hourly, 

daily, weekly). 
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5. Data Storage: The processed data, including real-time price updates, is persisted in Cassandra for efficient 

retrieval and analysis. 

 

2.3 Technology Stack Justification: 

● Apache Camel: Offers a powerful and flexible integration framework for connecting diverse data sources and 

downstream components. 

● Spark Connector: Enables seamless communication between Camel and Spark, facilitating real-time data 

processing. 

● Kafka Topics: Provides a scalable and resilient platform for message queuing and decoupled processing. 

● Apache Spark: Offers a robust distributed processing engine for efficient real-time data processing tasks. 

● Cassandra Database: Provides a highly scalable and fault-tolerant NoSQL database suitable for handling large 

volumes of frequently updated data. 

● Kubernetes: Enables containerized deployment and management of the architecture components, ensuring high 

availability, scalability, and simplified application management. 

 

3. Implementation Details 

3.1 Data Schemas and Code Samples 

This section will delve into the specifics of data schemas and code samples for the proposed architecture. 

 

3.1.1 Data Schemas: 

● Raw Data Schema (e.g., JSON): 

JSON 

{ 

    "product_id": "12345", 

    "supplier_id": "ABC", 

    "price": 19.99, 

    "currency": "USD", 

    "timestamp": "2024-02-27T00:00:00Z" 

} 

This sample schema represents raw data ingested from various sources. It includes essential fields like product 

ID, supplier ID, price, currency, and a timestamp for recording the data acquisition time. 

● Processed Data Schema (e.g., Cassandra CQL): 

SQL 

CREATE TABLE product_prices ( 

    product_id text, 

    supplier_id text, 

    price double, 

    currency text, 

    timestamp timestamp, 

    hourly_average double, 

    daily_average double, 

    weekly_average double, 

    PRIMARY KEY (product_id, supplier_id, timestamp) 

); 

This schema represents the processed data stored in Cassandra. It incorporates the raw data fields and additional 

columns, such as hourly, daily, and weekly average prices, calculated by Spark during data processing. This 

schema utilizes Cassandra's primary key structure for efficient data retrieval. 
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3.1.2 Code Samples: 

● Apache Camel Route (Java): 

Java 

// Route to fetch data from a supplier API 

from("timer:pollSupplier?period=1h") 

    .to("http4://supplier-api.com/products") 

    .convertBodyTo(String.class) 

    .split(body()) 

    .to("kafka:supplier_data"); 

This code snippet demonstrates a Camel route that fetches data from a supplier API every hour. It leverages a 

timer trigger, retrieves data using HTTP, converts the response body to a String, and splits the data before 

sending it to the "supplier_data" Kafka topic. 

● Spark Streaming Application (Scala): 

Scala 

val spark = SparkSession.builder.appName("Supplier Catalog Update").getOrCreate() 

 

val rawDataStream = KafkaUtils.createDirectStream[String](spark.streamingContext, 

LocationStrategies.PreferLocal, ConsumerStrategies.Subscribe[String]("supplier_data")) 

 

val processedData = rawDataStream 

    .map(data => parseData(data)) // Parses data into a case class 

    .filter(data => data.isDefined) // Filters out invalid data 

    .map(data => data.get) // Extracts valid data 

    .enrich // Joins with additional data (optional) 

    .transform(data => updateAverages(data)) // Calculates average prices 

 

processedData.foreachRDD(rdd => rdd.saveToCassandra("keyspace", "product_prices")) 

 

This code snippet showcases a basic Spark Streaming application. It creates a streaming context, subscribes to 

the "supplier_data" Kafka topic, parses the raw data, filters invalid data, enriches data with additional 

information (optional), calculates average prices, and stores the processed data in Cassandra using its Spark 

Cassandra connector. 

These are just basic examples for illustrative purposes. The actual implementation will require more 

comprehensive code and configurations specific to the chosen programming languages and frameworks. 

 

3.2 Deployment on Kubernetes 

Kubernetes plays a crucial role in managing containerized deployments of the architecture components. 

● Dockerfiles: Each component can be containerized using Dockerfiles, which define the environment, 

dependencies, and execution commands for the containerized applications. 

● Deployment Manifests: YAML files will be used to define deployments, services, and other Kubernetes 

resources for orchestrating container lifecycles, networking, and scaling within the cluster. 

● Monitoring and Logging: Metrics and logs from various components can be integrated with Kubernetes 

monitoring tools like Prometheus and Grafana for centralized visualization and troubleshooting. 

 

4. Security Considerations 

Security is of paramount importance in any data-driven system. This architecture should adhere to security best 

practices, including: 

● Data encryption: Sensitive data, such as product information and pricing, should be encrypted at rest and in 

transit. 

● Access control: Implement granular access controls to restrict access to sensitive data and functionalities. 

● Authentication and authorization: Utilize robust authentication and authorization mechanisms to ensure only 

authorized users can access and modify data. 
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● Regular security audits: Conduct regular security audits and vulnerability assessments to identify and address 

potential security risks. 

 

5. Conclusion 

This paper has presented an architecture for an Omni-channel Supplier Catalog with real-time price updates 

leveraging open-source technologies like Apache Camel, Spark, Kafka, Cassandra, and Kubernetes. 

Benefits: 

● Enhanced decision-making: Real-time insights enable businesses to react swiftly to market fluctuations and 

optimize pricing strategies. 

● Improved operational efficiency: Automated data pipelines streamline data processing and management, 

reducing manual effort and costs. 

● Seamless customer experience: Consistent and accurate pricing across all channels fosters customer trust and 

satisfaction. 

Future Considerations: 

● Machine learning integration: Integrating machine learning models can enable predictive pricing analysis and 

automated price adjustments based on market trends and competitor behavior. 

● Real-time analytics dashboards: Develop interactive dashboards to visualize key metrics and trends related to 

product pricing and supplier performance in real-time. 

● API integration for external applications: Expose the processed data through APIs to enable integration with 

other business applications for further analysis and automation. 

This architecture lays the foundation for a dynamic and scalable supplier catalog, empowering businesses to 

operate efficiently, make data-driven decisions, and deliver a superior omnichannel experience in today's 

competitive market. 
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