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Abstract: Accurately forecasting malware propagation in critical networks requires models that capture
both temporal infection dynamics and the structural properties of host communication. Traditional
methods such as nonlinear autoregressive neural networks with Bayesian regularization (NARXNN-BR)
are computationally efficient but limited in handling heterogeneous topologies. In this study, six different
model types—NARXNN-BR, LSTM, GRU, Transformer, Graph Convolutional Network (GCN), and
Graph Attention Network (GAT) were compared using two real-world malware traffic datasets, CTU-13
and CICIDS 2017. A graph-based pipelines was built to filter out malicious sessions, rebuild infection
states, and generate time-stamped graph sequences for forecasting. Results show that topology-aware
models consistently outperform sequence-only approaches. Among them, GAT achieved the highest
performance, with 94% accuracy, 93% precision, and a 94% F1-score, representing a 23.7% relative
improvement over NARXNN-BR. The attention mechanism in GAT also enhances interpretability by
identifying influential infection hubs. Transformers surpassed recurrent networks in modeling long-range
temporal bursts, while GRU demonstrated the best computational efficiency. In contrast, GAT incurred
the highest cost due to multi-head attention. These findings demonstrate that accurate and interpretable
forecasting of malware spread requires graph-based learning enhanced with attention mechanisms. This
work extends prior studies by benchmarking structural and temporal models within a unified framework
and highlights the trade-offs between accuracy, interpretability, and efficiency. The evidence supports the
adoption of GAT-like models in cybersecurity operations to anticipate outbreaks and contain them before
widespread compromise occurs.

Keywords: epidemic malware dynamics, graph attention networks, NARXNN-BR, cybersecurity
forecasting, malware propagation

1. Introduction

The growing interconnectivity of critical infrastructures—industrial control systems, smart grids, and large
enterprise networks—has increased exposure to fast-spreading malware. High-profile outbreaks such as
WannaCry, NotPetya, and Mirai demonstrated how automated propagation can exploit vulnerabilities at scale
[1, 2]. This has renewed interest in epidemic malware dynamics, an approach that adapts epidemiological
compartmental models to describe and forecast malware spread in networks. These models divide nodes into
states (e.g., susceptible, infected, recovered) and define transition rates between them, providing insight into
outbreak thresholds and propagation speed [3, 4]. Classical models such as SIR and SEIR are mathematically
tractable and offer qualitative predictions, but they assume homogeneous mixing and fail to capture the
heterogeneous topology of real networks [5]. In practice, malware follows specific communication paths shaped
by routing policies, subnet structures, and user behavior. Ignoring topology can therefore lead to unrealistic
forecasts. Prior work in infectious disease modelling [6, 7] and intrusion detection [8] has shown that
incorporating graph structure improves predictive accuracy, suggesting similar benefits for malware forecasting.
The rise of the Internet of Things (1oT) has revolutionized various sectors, enabling interconnected devices
to share data and perform automated tasks efficiently [32].

Machine learning provides a complementary, data-driven path. Nonlinear autoregressive models with
exogenous inputs (NARX) are effective for time-series forecasting [9], as they account for both historical states
and external signals [10]. When trained with Bayesian regularization, NARX neural networks (NARXNN-BR)
reduce overfitting and improve generalization [11]. Recent work applied NARXNN-BR to a seven-compartment
epidemic malware propagation model, generating synthetic trajectories with an Adams solver and reporting low
mean squared error (MSE) [12]. Despite these results, several limitations reduce the operational relevance of
NARXNN-BR studies. First, evaluations often rely on synthetic data, bypassing the challenges of real-world
traces, such as noise, partial observability, traffic variability, and non-stationary dynamics [13, 14]. Public
datasets including CTU-13 [15], MAWI [16], CIC-IDS2017 [17], and UNSW-NB15 [18] provide diverse traffic
patterns and labeled attack instances, making them better testbeds for realistic evaluation. Second, most
approaches neglect explicit topology modelling, even though propagation depends on network structure. Graph
Neural Networks (GNNs), such as Graph Convolutional Networks (GCN) [19] and Graph Attention Networks
(GAT) [20], have shown strong performance in node-level forecasting tasks and are promising for epidemic
malware modeling. Third, there is limited comparative benchmarking between NARXNN-BR and modern
sequence models. Recurrent neural networks (RNNSs), particularly long short-term memory (LSTM) [21] and
gated recurrent unit (GRU) [22] variants, remain widely used in cybersecurity. Transformer-based models, such
as the Temporal Fusion Transformer (TFT) [23], capture long-range dependencies and heterogeneous features,
potentially outperforming recurrent approaches. Without direct comparisons across architectures, the relative
strengths of NARXNN-BR remain unclear. Finally, operational deployment requires robustness and calibrated
uncertainty estimates. Models trained on noise-free data can degrade under measurement errors, missing data, or
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adversarial manipulation. Techniques such as Monte Carlo dropout [24] and deep ensembles [25] support
uncertainty quantification but remain underexplored in malware forecasting.

This study addresses these gaps by systematically benchmarking NARXNN-BR against recurrent,
Transformer, and GNN-based models for epidemic malware forecasting on real network traces. We construct
node-level time series and contact graphs from publicly available datasets, train models under consistent
preprocessing and hyperparameter search, and evaluate them across multiple topologies, noise conditions, and
levels of data incompleteness. We explicitly measure robustness and uncertainty calibration, and release all
preprocessing code, model implementations, and experiment scripts to support reproducibility. By integrating
graph-aware learning, robust evaluation, and open benchmarking, this work advances the empirical foundation
for deploying epidemic malware forecasting models in operational cybersecurity settings.

2. Related Works

Research on epidemic malware dynamics has generally followed two paths: adapting compartmental
epidemic models from epidemiology and applying machine learning for forecasting with real or simulated
network data. Classical models such as SIR, SEIR, and their cyber-specific extensions [1, 3, 4] provide a
mathematical framework for describing malware propagation through state transitions. These models are valued
for their analytical tractability, which allows derivation of parameters like the basic reproduction number and
epidemic thresholds. Extensions for cybersecurity contexts have introduced quarantine states, reinfection, and
patching dynamics [5, 6]. Yet most of these models assume homogeneous mixing, where every susceptible node
is equally likely to contact any infected node [7]. This assumption ignores the heterogeneous structure of real
networks, where propagation follows specific communication paths. While some studies have simulated
topology [7, 26], few integrate it directly into predictive models. Our study moves beyond this limitation by
constructing contact graphs from real network traces and applying graph neural networks (GCNs, GATS) as well
as hybrid spatio-temporal architectures, removing the unrealistic homogeneous-mixing assumption.

Nonlinear autoregressive models with exogenous inputs (NARX) have been widely applied in time-series
forecasting, including cyber-attack prediction [11, 12]. The NARXNN-BR approach evaluated in Asma et al.
[12] performed well on synthetic seven-compartment ENMP data generated by a numerical solver. Bayesian
regularization improved generalization by penalizing large weights, yielding low mean squared error (MSE) in
training and testing. While encouraging, these results were achieved entirely on synthetic, noise-free data.
Without benchmarks on public network traces, it remains unclear whether such models are reliable under the
noise, missing data, and non-stationary traffic typical of operational settings. In this work, we evaluate
NARXNN-BR on multiple public datasets (CTU-13, MAWI, CIC-IDS2017, UNSW-NB15) containing diverse
malware and attack scenarios. This allows us to test robustness under realistic noise, incomplete observations,
and heterogeneous conditions. Graph Neural Networks (GNNs), including Graph Convolutional Networks
(GCNSs) [22] and Graph Attention Networks (GATS) [20], have shown strong results in node classification, link
prediction, and traffic analysis.

In cybersecurity, they have been applied to botnet detection [23] and call-graph malware analysis [9],
demonstrating their ability to capture relational dependencies. Yet only a few studies have explored GNNs for
forecasting malware spread, and even fewer have benchmarked them against classical recurrent models or
NARXNN approaches on real traces. Our study closes this gap by directly comparing GNNs with NARXNN-
BR and sequence learning baselines (LSTM, GRU, Transformers) under a unified experimental framework with
consistent preprocessing, hyperparameter tuning, and evaluation metrics. This study successfully developed a
hybrid CNN-LSTM deep learning model for Human Activity Recognition (HAR) to effectively capture both
spatial and temporal dependencies in sensor data, overcoming the limitations of standalone models.
Benchmarked on the UCI HAR dataset, the proposed architecture validated its effectiveness by achieving a high
overall accuracy of 94%, demonstrating robustness for applications in healthcare and fitness monitoring [31].

Recurrent neural networks (RNNs), particularly LSTM [24] and GRU [25], remain common in network
security for temporal prediction. Transformers [23] and their time-series variants, such as the Temporal Fusion
Transformer (TFT) [23], capture long-range dependencies and heterogeneous features, often outperforming
RNNs in large-scale tasks. While these models have been applied to intrusion detection and traffic classification,
their use in malware epidemic forecasting has been limited. Our benchmark incorporates both recurrent and
Transformer-based architectures to test whether their temporal modelling advantages extend to forecasting
malware spread. Operational forecasting models must also be robust under degraded input conditions and
provide calibrated uncertainty estimates. Techniques such as Monte Carlo dropout [24] and deep ensembles [25]
improve decision-making by quantifying predictive uncertainty, yet robustness testing and calibration remain
largely absent in the malware dynamics literature. In our study, we systematically evaluate model performance
under controlled noise injection, missing data, and topology perturbations, while also reporting calibration
metrics alongside accuracy.

Prior work has advanced epidemic malware modelling through compartmental frameworks, NARXNN
forecasting, and graph-based learning, but these approaches have typically been tested in isolation, often on
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synthetic datasets, without systematic benchmarking, explicit topology integration, or robustness evaluation.
Our study addresses all four gaps simultaneously, presenting the first open, reproducible benchmark that
evaluates NARXNN-BR against GNNSs, recurrent models, and Transformers on real network traces under both
ideal and degraded conditions.

3. Methodology
This section details the datasets, graph construction procedures, model architectures, training configuration, and
evaluation protocols used in our study. The aim is to establish a clear and reproducible framework for
benchmarking NARXNN-BR against graph-based, recurrent, and Transformer models in forecasting epidemic
malware dynamics from real network traces.

3.1 Datasets

Accurately modelling epidemic malware dynamics requires datasets that reflect real network behavior,
including temporal interactions, propagation patterns, and diverse attack scenarios. For this study, we used four
widely adopted and publicly available datasets that meet these requirements: CTU-13, MAWI Traffic Archive,
CIC-IDS2017, and UNSW-NB15. Each dataset provides timestamped network flows, which are essential for
forecasting malware spread over time.

The CTU-13 dataset [15] contains 13 scenarios of botnet traffic mixed with normal and background traffic.
Botnets such as Neris, Rbot, and Virut are represented, each with distinct infection strategies and
communication behaviors. The data is provided as bidirectional NetFlow-like records, including source and
destination IPs, flow start and end times, transport protocol, duration, packet counts, byte counts, and labels
(normal, background, or botnet). Because it captures real botnet activity alongside benign traffic, CTU-13 has
become a standard resource for studying malware propagation at the flow level.

The MAWI dataset [28] consists of long-term backbone traffic collected from a trans-Pacific link and
sampled daily. It includes a mixture of normal activity and malicious traffic such as DoS, scanning, and worm
propagation. Compared with CTU-13, MAWI offers broader time coverage and higher traffic diversity,
providing a realistic environment for analyzing large-scale infection spread. The CIC-IDS2017 dataset [29] was
generated in a controlled environment that simulated realistic user behavior and diverse attacks, including
botnets, infiltration, and brute-force attempts. It provides both packet-level captures and aggregated flow
features with precise start and end timestamps, enabling reconstruction of the time-based evolution of infections.

The UNSW-NB15 dataset [30] contains nine categories of modern attacks, such as DoS, exploits, and
generic malware, along with normal traffic. More than 40 flow-based features were extracted using Argus and
Bro (Zeek), offering a rich representation of network activity over time. To isolate malware propagation patterns
from raw traffic, we applied a two-step process: filtering flows by attack labels and reconstructing host infection
states. Figure 1 illustrates this workflow.

Original Communication Graph Filtered Graph (Infected Nodes in Red)

E
E

. o D
N

Fig. 1. Original vs Filtered Communication Graph

Figure 1 illustrates the graph construction process. The left panel shows the Original Communication
Graph, representing the entire network. Each node corresponds to a device, and edges denote observed
communications between them. This view includes all devices and interactions, both benign and malicious. The
right panel shows the Filtered Graph, which highlights only malicious activity. In this view, red nodes represent
infected devices, while green nodes remain uninfected but connected to the infection pathways. Device E, which
was isolated and uninvolved in malicious communication, was removed during filtering. This reduction provides
a clearer representation of how infections propagate between key devices (A, B, C, and D). The filtering process
consisted of two main steps. First, we applied attack label filtering, retaining only flows explicitly labeled as
botnet/malicious or associated with known attack scenarios. This step removed the large volume of benign
traffic and ensured the focus remained on malware propagation. Second, we reconstructed host infection states.
For each unique IP address in the filtered dataset, we assigned an infection label, enabling us to track the
evolution of infection across the network over time.
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1, if nodeiis infected at time t
s (D) = {0 otherwise @)

To model malware spread accurately, we constructed a temporal propagation graph using a multi-step
process. First, each network node (IP address) was assigned a binary infection state based on a time-based rule:
a node was marked as infected at the moment its first malicious flow was observed and remained in that state for
the remainder of the analysis. Next, we built a propagation graph to capture potential transmission events. All
flows between an already infected host and a previously susceptible host were identified and mapped as edges,
representing possible infection pathways. Finally, we applied time-based segmentation to preserve the integrity
of temporal analysis. Only flows with valid and verifiable start and end timestamps were retained, while flows
missing this information were discarded. Restricting the graph to timestamped flows was essential, as epidemic
malware dynamics depend on temporal causality: an infection at time t can only influence nodes at time ¢ + 4.
Without this structure, causal consistency is lost, and forecasting models become invalid.

From the filtered flows, we constructed a time series for each node representing its infection state and
traffic-related features over discrete time steps. Each time step aggregated flows within a fixed interval At (e.g.,
1 second or 1 minute, depending on dataset resolution). For a node i, the feature vector at time step t is:

xi(®) = [0, £, (0, fi2(0), -, (D] )
Where s;(t), is infection state (binary) and f;; (t)= j-th traffic feature (e.g., byte count, packet count, flow
degree). The forecasting task is to predict the infection state at horizon t + h given historical observations up to
time t:

Sit+h) =Fx®,xi(t—1), ... x(t—w)) ©))

where F(:) is the learned model, ww is the lookback window, and h is the forecast horizon. The table 1 provides
an overview of four major cybersecurity datasets used in the study.

Table 1 Summary of Datasets Used

Dataset Year | # Scenarios / Captures | Duration # Flows Attack Types

CTU-13 2011 13 Hours ~13M Botnets (Neris, Rbot, Virut)

MAWI 2001+ Daily samples 15min | ~2-5M/day DoS, Scanning, Worms
CIC-IDS2017 | 2017 7 days Full day ~3M Botnet, Infiltration, Brute force
UNSW-NB15 | 2015 Multiple Hours ~2.5M DoS, Exploits, Generic Malware

The CTU-13 dataset, created in 2011, is well known for its focus on botnet traffic, particularly Neris, Rbot,
and Virut. It includes 13 scenarios comprising roughly 13 million network flows collected over several hours.
The MAWI dataset has been continuously collected since 2001 and provides daily 15-minute traffic samples,
each containing between 2 and 5 million flows. Its scale and diversity make it suitable for analyzing a wide
range of malicious activity, including denial-of-service (DoS) attacks, scanning, and worm propagation. CIC-
IDS2017, released in 2017, captures a full week of network activity with about 3 million flows. It is valued for
its coverage of multiple attack types such as botnets, infiltration, and brute-force attempts. The UNSW-NB15
dataset, created in 2015, consists of several capture scenarios with around 2.5 million flows and represents a
broad set of modern attacks, including DoS, exploits, and generic malware.

Figure 2 illustrates the multi-stage data processing pipeline used to identify and track malware infections.
The process begins with raw traffic, which consists of packet and flow data captured from monitoring tools such
as NetFlow or Zeek. At this stage, the data contains no prior assumptions about malicious activity. The next step
is label filtering, which applies ground-truth or heuristic labels to remove benign flows and retain only those
identified as malicious, including botnet, command-and-control, or scanning traffic. This step is essential for
preventing large volumes of normal traffic from obscuring downstream analysis.

Raw traffic Label filtering Infection state Time-based Contact graph
rescontutation segmentation construction
= o

Fig. 2. Block diagram of the flow filtering Process

© 2025, 1JCSMC All Rights Reserved, ZAIN Publications, Fridhemsgatan 62, 112 46, Stockholm, Sweden 80



John Kolawole Omoniyi et al, International Journal of Computer Science and Mobile Computing, Vol.14 Issue.10, October- 2025, pg. 76-93

After label filtering, the next stage is infection state reconstruction. In this step, the filtered flows are used
to infer the exact time each host becomes infected. A host is marked as infected at the earliest timestamp of a
malicious flow exhibiting infection-indicative behavior. The resulting binary host-time series provides the
foundation for contagion modeling and forecasting. The process then advances to time-based segmentation,
where the filtered flows are divided into fixed, sliding windows. This segmentation preserves the temporal order
of events, enables the computation of window-level features, and ensures that dynamic graphs are constructed
without access to future information. Finally, the pipeline concludes with contact graph construction. For each
time window, a directed multigraph is generated in which hosts serve as nodes and observed contacts (flows)
form the edges. Edge weights can be assigned based on metrics such as flow count or byte volume. This
transformation converts raw flow data into a structured graph sequence suitable for machine learning models,
including graph neural networks (GNNs) and recurrent neural networks (RNNS).

3.2 Graph Construction and Preprocessing

Accurately representing malware propagation requires a graph-based abstraction of the communication
structure between network entities. After filtering flows to isolate malware-related sessions, these sessions were
modeled in a graph format suitable for machine learning. The process involved three main phases: defining the
graph topology, engineering node and edge features, and applying temporal segmentation for forecasting tasks.
Each host in the network was represented as a node, identified by its unique IP address. An edge was established
between two nodes whenever a communication flow occurred within the observation window. To capture
interaction strength, edges were weighted by either the number of flows or the total bytes exchanged during the
aggregation interval.

This weighting allowed heavily communicating nodes to exert stronger influence during message-passing
operations in graph neural networks. To retain internal node information during training, self-loops were added
to every node, ensuring that node-level features contributed to their updated representations in GCN or GAT
computations rather than relying solely on neighbors. The graph was modeled as undirected, reflecting the
generally bidirectional nature of communication in most network protocols. Temporal ordering of flows,
however, was preserved to maintain causal consistency in forecasting tasks. Finally, node feature representation
played a central role in encoding both infection dynamics and network activity. For each node i, the feature
vector at time t was defined as in Equation (2).

x;(t) = [Si(t)»fm(t)'ﬁ,z(t)’ ---»fi,k(t)] 2

where s;(t) represents the infection state of the node (binary: 1 for infected, O for susceptible) and f;,(t)
denotes the j-th traffic-based feature, such as packet count, byte volume, or degree centrality. These features
were extracted from the flows corresponding to the time interval t, and aggregated using either sum or mean
operators depending on the feature type. All feature values were normalized using z-score normalization:

i) = P (4)

Where u; and g; are the global mean and standard deviation of feature j across all time steps and nodes in
the training set. This normalization prevents features with large numerical ranges from dominating model
learning. To enable temporal forecasting, the continuous traffic data was discretized into fixed-length time
windows. Each window represented a shapshot of the network state, including infection labels and
communication statistics. Sliding windows of size ww were constructed to capture historical dependencies, and
a prediction horizon h was defined for forecasting the infection state at future steps. Formally, the input to the
model consisted of sequences [X(t —w + 1), ..., X(t)], where X(t) is the feature matrix of all nodes at time t.
The output was the predicted infection state $(t + h) for all nodes.

3(t+h) =FX@),X(t—-1),..X({t—w+1) (5)

where F(-) denotes the forecasting model such as NARXNN-BR, LSTM, GCN, or GAT. Handling
missing data was an essential preprocessing step because real-world traffic traces often contain incomplete
observations due to packet loss or logging inconsistencies. We applied forward filling, where the last observed
feature values were carried forward until new observations were available. For nodes with no prior observation,
values were imputed with global feature means. Finally, to make the dataset suitable for robust training, the
graph was constructed for each time window and stored as an adjacency matrix A and corresponding feature
matrix X. For GNN models, adjacency normalization was performed using the symmetric normalization rule:
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A

D (A+ I)D_% (6)

Where [ is the identity matrix (adding self-loops) and D is the diagonal degree matrix. This normalization
improves the numerical stability of GNN training and ensures that node representations do not explode due to
degree variations. By the end of this preprocessing pipeline, the raw traffic data was transformed into a sequence
of graph snapshots, each representing the infection state and structural context of the network at a given time.
This structure enabled the application of graph-aware learning models and provided the foundation for robust
temporal forecasting of epidemic malware dynamics.

3.3 Model Architectures and Training Protocol

This study benchmarks six model families for forecasting epidemic malware dynamics from network graph
sequences. The models span autoregressive neural networks, recurrent architectures, attention-based
Transformers, and graph neural networks (GNNSs). Each architecture was adapted to capture both temporal
dependencies in infection states and structural patterns in communication graphs. Model hyperparameters—
including learning rate, hidden layer size, number of layers, and dropout rate—were optimized through Bayesian
search with 5-fold cross-validation on the training set.

3.3.1 NARXNN-BR: Nonlinear Autoregressive Neural Network with Bayesian Regularization
The NARX model predicts the infection state at time t + h based on its own past values and exogenous
inputs:

ya+h) =fy@®),yt—=1), ...yt =p)u@®,ult -1),..,ult-q) (")

Where y(t) is the infection state of the target node, u(t) is the exogenous input vector (e.g., node features,
traffic statistics), p and g are the input and feedback lags. The NARX network consists of two layers of
nonlinear transformations:

h=oWiz+b,), (t+h)= ¢(W,h+ by) ®)

where z is the concatenated lagged inputs, and ¢ and ¢ are activation functions (tanh and linear,
respectively). Bayesian regularization modifies the loss function by adding a weight penalty term with a
probabilistic interpretation:
L= a.SSE+ B.||W||? 9)

where SSE is the sum of squared errors, and a, B are hyperparameters estimated from the data. For
example, a node predicting infection at t + 2, the model uses the last 3-time steps of infection state and traffic
features.

3.3.2  LSTM: Long Short-Term Memory Networks
LSTMs [21] capture long-range temporal dependencies using memory cells and gating mechanisms. The
LSTM update equations are:

ir = o(Wilhe—y, ] + by) (10)
fe = o(Wslhe—y, %] + by) (11)
0 = o(Wolhe_y, x:] + bo) (12)
& = tanh(W,[he_y,x.] + b,) (13)
&=frt O c1+ i OCE) (14)
h, = o, @ tanh(cy) (15)

Where x; is the node feature vector at time t, h; is the hidden state, and © is element-wise multiplication.
For example, forecasting infection at t + 3 by feeding historical sequences of size w = 10.

3.3.3 GRU: Gated Recurrent Unit
GRUs [22] simplify LSTM by merging the input and forget gates:

zy = o(W,[he_1],%0) (16)
re = o(We[he_1],x0) (17)
ﬁt = tanh(Wp[ry O he_q,%]) (18)
hy=(1-2) O hyy + 2+ 0O ﬁt (19)
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GRUs process infection sequences more efficiently than LSTMs on large graphs with smaller memory
footprint.

3.3.4  Transformer (TFT): Temporal Fusion Transformer

The Transformer-based architecture [23] uses multi-head self-attention for temporal forecasting. Given an
input sequence X € RW*d:

T
Attention(Q, K, V) = softmax (%) \% (20)
k

Where Q, K, V are linear projections of the input. The model computes weighted sums across all positions,
allowing each time step to attend to all others. TFT handles both short-term spikes and long-term seasonal
trends in traffic, improving interpretability with attention weights.

3.3.5 GCN: Graph Convolutional Network
GCNs [19] incorporate topology-aware propagation of features across nodes. At layer 1 + 1:

HO+D = g(AHOW®) (21)

Where H(® = X, the node feature matrix, and A is the normalized adjacency matrix:

R 1 1
A=Dz(A+DD2 (22)

At each time window, GCN aggregates infection features from neighboring nodes, capturing local
contagion patterns.

3.3.6  GAT: Graph Attention Network
GAT [20] extends GCN by introducing attention weights:

exp(LeakyReLU(aT[Wh; || Whj]))
o =
U Tkenq)exp(LeakyReLU(aT[Whi | [Whyl))

(23)

This mechanism allows nodes to prioritize influential neighbors during message passing. GAT emphasizes
nodes that are more likely to propagate malware (e.g., high out-degree C2 servers).

34 Model Architecture and Training Protocol

The model architecture, illustrated in Figure 3, implements a parallel evaluation framework for forecasting
malware propagation from network traffic data. It is organized into three main components: an input layer, a
model family layer, and an output layer.

The Input Layer receives dynamic graph sequences derived from preprocessed network traffic. These
sequences encode both the temporal evolution and the structural dependencies of the network. Each sequence
contains node-level features—such as infection state and flow count for each host—together with an adjacency
structure that specifies host-to-host interactions across time.
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Fig. 3. Model Architecture

The Model Family Layer forms the core of the framework, where six distinct architectures are trained in
parallel on the same input data. These models were selected to capture complementary aspects of malware
dynamics, enabling a rigorous comparative analysis. The NARXNN-BR model serves as an autoregressive
baseline, learning from past infection states to forecast future trends. Recurrent models, including LSTM and
GRU, are designed to model temporal sequences and retain long-term dependencies. The Transformer employs
an attention mechanism to selectively weight influential time steps without relying on recurrence, making it well
suited to capture long-range temporal patterns. In contrast, the graph-based models—GCN and GAT—focus on
spatial and topological dependencies.

GCN aggregates information from neighboring nodes, while GAT enhances this process by applying
attention to prioritize the most influential neighbors in the propagation chain. The Output Layer produces
forecasts of infection states for all hosts at a future horizon t + ht. Predictions can be represented as binary
classifications (infected or not) or as probabilistic scores that reflect predictive uncertainty. By training and
evaluating these diverse models under a unified framework, the study provides a comprehensive assessment of
which architectural families are most effective for forecasting epidemic malware dynamics.

All models were trained using the Adam optimizer with early stopping based on validation loss. The
learning rate search range was [10~°, 10~2]. Hidden units varied from 64 to 512, with depth ranging from 2 to 4
layers. Dropout (0.1-0.5) was applied to prevent overfitting. Each model was optimized using Bayesian
optimization under a 5-fold cross-validation strategy. To evaluate robustness, Gaussian noise was injected into
input features during training at levels o € {0.01, 0.05, 0.1}. For sequence models (LSTM, GRU, Transformer),
the input window size ww was set to 10-time steps, while for GNN-based models, snapshots were constructed
per time window and fed into dynamic graph encoders.

4. Result and Discussion
This section provides an overview of the experimental settings used to evaluate the six model architectures
for malware propagation forecasting.

4.1 Dataset and Preprocessing

We used a combination of CTU-13 botnet dataset and selected sessions from CICIDS 2017, which contain
real malware traffic traces with labeled infection events. The flows were filtered to retain only malware-related
sessions. The filtered flows were then segmented into time windows of 4¢ = 10 seconds to build dynamic graph
snapshots. These snapshots were ordered to form graph sequences, which serve as the model input. To allow for
future infection prediction, we set the forecasting horizon h to 30 seconds, meaning each model predicts the
infection state of nodes 30 seconds ahead based on historical data up to the current time. Only time-stamped
flows were kept during preprocessing to enable accurate temporal ordering of events. Non-timestamped or
incomplete flows were discarded.

In our experimental setup, each node in a graph snapshot was represented by a feature vector consisting of
its current infection state (0 = clean, 1 = infected), number of outgoing connections, number of incoming
connections, total flow byte count in the current time window, and the ratio of malicious to benign connections.
All features were normalized using Min—Max scaling to maintain consistent value ranges across nodes. To
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ensure robustness across dataset partitions, we employed 5-fold cross-validation. Hyperparameters—including
learning rate, number of layers, hidden units, and dropout rate—were optimized using Bayesian search.
Temporal models were trained in mini-batches of 64 sequences, while GNN-based models were trained in
batches of 8 graphs. Performance was assessed using both classification and forecasting metrics. Classification
metrics included accuracy, precision, recall, F1-score, and AUC-ROC, while root mean squared error (RMSE)
was used to quantify prediction error in infection probability forecasts. All experiments were conducted on a
system equipped with an Intel Xeon 2.3 GHz CPU, an NVIDIA Tesla V100 GPU with 16 GB memory, and 64
GB of RAM. The PyTorch Geometric framework was used for GNN models, while TensorFlow was employed
for LSTM, GRU, and Transformer implementations. This unified setup ensured fair and reproducible evaluation
across all six model classes.
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Fig. 3. End-to-end experimental process

The experimental process began with raw network traffic from the CTU-13 and CICIDS 2017 datasets,
which contain real malware activity and serve as the primary data sources. Preprocessing was applied to clean
the traffic, filter malware-related sessions, and segment flows into fixed-length time windows. The resulting
data was then transformed into sequences of dynamic graph snapshots, providing graph-based representations
suitable for temporal modeling. These graph sequences were used to train six model families: NARXNN-BR,
LSTM, GRU, TFT, GCN, and GAT. Model performance was evaluated using a suite of complementary metrics,
including F1-score, AUC-ROC, and RMSE, to assess both classification accuracy and forecasting precision.

4.2 Overall Model Performance

Table 3 reports the comparative performance of the six benchmarked models across multiple evaluation
metrics, while Figure X highlights Accuracy and F1-score, the two most critical indicators for assessing
malware propagation forecasting. The Graph Attention Network (GAT) achieved the best overall performance,
with an F1-score of 0.94. This represents a 23.7% relative improvement over the NARXNN-BR baseline (0.76),
marking a substantial advance over traditional sequence-based forecasting methods. The consistent
outperformance of graph-based models (GAT, GCN) compared to sequence-only architectures (LSTM, GRU,
Transformer) demonstrates the central importance of incorporating network topology. This is particularly
evident in modeling lateral movement, where structural dependencies between hosts drive propagation
dynamics. While the Transformer outperformed recurrent models, suggesting that attention mechanisms
effectively capture critical temporal dependencies, its lack of structural awareness limited forecasting accuracy
relative to graph-based approaches.

Finally, the weak performance of NARXNN-BR—evidenced by its low recall and relatively high RMSE
of 0.32—underscores its inability to capture complex infection pathways in heterogeneous networks. These
findings collectively demonstrate that accurate forecasting of epidemic malware dynamics requires architectures
that integrate both temporal and structural information, with attention-enhanced graph models providing the
most reliable results.

Table 3. Performance Comparison of Six Models

Model Accuracy | Precision | Recall | Fl-score | AUC-ROC | RMSE
NARXNN-BR | 0.82 0.78 0.75 0.76 0.80 0.32
LSTM 0.88 0.85 0.86 0.85 0.88 0.24
GRU 0.87 0.84 0.85 0.84 0.87 0.23
Transformer 0.89 0.86 0.87 0.87 0.89 0.22
GCN 0.91 0.90 0.89 0.89 0.91 0.19
GAT 0.94 0.93 0.94 0.94 0.95 0.15
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The GAT model achieved the highest overall performance, with an F1-score of 0.94—an improvement of
approximately 23.7% over the baseline NARXNN-BR (0.76). This margin highlights the advantage of graph-
based learning augmented with attention mechanisms, which enable the model to dynamically prioritize
influential nodes such as Command-and-Control servers during propagation. Both graph-based models (GAT,
GCN) consistently outperformed sequence-only models (LSTM, GRU, Transformer) across all metrics,
underscoring the critical role of network topology in capturing malware spread, particularly lateral movement.

Among temporal models, the Transformer showed a modest improvement over LSTM and GRU, likely
due to its ability to focus on key time steps through attention rather than relying solely on recurrent memory.
However, without structural context, its forecasting accuracy remained below that of graph-based approaches.
The NARXNN-BR baseline performed worst overall, with recall (0.75) and F1-score (0.76) markedly below all
other models, reflecting its inability to represent complex infection pathways in heterogeneous networks.

Error metrics corroborated these findings: GAT achieved the lowest RMSE (0.15), while NARXNN-BR
recorded the highest (0.32), indicating that GAT also provides more reliable probabilistic forecasts. By jointly
modeling temporal and structural dependencies and adaptively weighting node importance, graph attention
networks capture the dynamics of malware propagation more effectively than sequence-only methods, which
lack sensitivity to topological structure.
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Fig. 5. Accuracy and F1-score

The bar chart in Figure 5 compares Accuracy and F1-score across all six models, illustrating how
architectural choices affect forecasting performance for malware propagation. The results reveal a clear
performance hierarchy. At the lower end, NARXNN-BR performs weakest, with Accuracy at 0.82 and F1-score
at 0.76. The gap between its metrics and those of the other models reflects its inability to capture the interplay of
temporal and structural dependencies in malware spread. Even with Bayesian regularization, its autoregressive
framework cannot generalize to the dynamic, multi-hop nature of real-world infections.

The sequence-based models perform noticeably better. LSTM and GRU achieve F1-scores of 0.85 and
0.84, with Accuracy near 0.88. These improvements confirm the value of memory mechanisms for modeling
temporal dependencies. However, both remain limited by their neglect of network topology. They process
infection as a purely sequential phenomenon and miss relational cues between hosts. The Transformer pushes
performance slightly higher (Accuracy 0.89, Fl-score 0.87) by applying attention over time steps, which
improves interpretability and predictive power when modeling bursts of infection activity. Still, its lack of
structural reasoning restricts its advantage, especially for lateral movement or peer-to-peer propagation.

The introduction of topology-aware learning produces a sharp performance gain. The GCN reaches 0.91
Accuracy and 0.89 F1-score, surpassing all sequence-only models by embedding structural connectivity into its
message-passing layers. This confirms that network topology is essential for understanding and predicting
malware spread. The GAT achieves the strongest performance, with both Accuracy and F1-score at 0.94 and the
lowest RMSE among all models. Its improvement from 0.76 (NARXNN-BR) to 0.94 corresponds to a relative
increase of 23.7%, demonstrating the advantage of combining graph reasoning with attention.

By assigning higher weights to critical nodes—such as Command-and-Control servers or highly connected
hubs—GAT captures the disproportionate influence of these nodes on propagation. Overall, the chart shows that
forecasting accuracy improves as models integrate both temporal signals and structural dependencies. Sequence-
only models perform reasonably well but consistently fall short when structural dynamics dominate. In contrast,
graph-based models, particularly GAT, excel by combining topology with attention, making them well suited
for forecasting epidemic-like malware spread under realistic network conditions.
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4.3 Effect of Graph Structure Awareness

The impact of graph structure on model performance is illustrated in Figures 6 and 7, which present a bar
chart and a line plot comparing prediction accuracy across different levels of network density (low, medium,
and high). Both visualizations show that graph-based models (GCN, GAT) consistently outperform temporal-
only models (LSTM, GRU), with the performance gap widening as network density increases. This pattern
highlights the advantage of explicitly modeling structural dependencies: as lateral communication among hosts
becomes more prevalent, models that incorporate topology are better able to capture the pathways through
which infections propagate.
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Fig. 6. Model Accuracy vs Network Density

The bar chart shows that both LSTM and GRU experience a decline in accuracy as network density
increases, dropping from 0.83 to 0.75 and from 0.82 to 0.74, respectively. This trend highlights their inability to
model infection dynamics in environments where multiple hosts interact simultaneously. In contrast, the graph-
based models demonstrate the opposite effect. GCN improves from 0.87 to 0.91, while GAT rises from 0.89 to
0.94, indicating that these architectures leverage the additional connectivity to enhance predictive accuracy. This
contrast underscores the importance of structural awareness: while temporal models are destabilized by dense,
multi-hop propagation, graph-based models capitalize on it to refine forecasts.
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Fig. 7. Impact of Graph structure on Forecasting accuracy

The line plot in Figure 7 further illustrates this divergence. Temporal models follow a downward
trajectory, while graph-based models show an upward trend, with the gap widening as density increases. This
pattern indicates that sequence-only models treat malware spread as independent temporal sequences and fail to
capture the relational dependencies that dominate in dense, lateral infection scenarios, such as worm-based
botnet propagation.

Together, Figures 6 and 7 demonstrate that structural reasoning is essential for accurate malware
forecasting. Models that ignore topology—such as NARXNN-BR and recurrent architectures—suffer degraded
performance under dense communication, as they cannot capture infection dynamics driven by multi-hop
interactions. In contrast, GCN and especially GAT effectively exploit network structure through message
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passing and attention, enabling them to identify influential nodes and accurately track propagation paths. These
findings confirm that graph-aware models are best suited for environments where topology strongly shapes
malware spread. Temporal-only models falter under such conditions, reinforcing the central claim of this study:
accurate forecasting of epidemic malware dynamics requires integrating both temporal evolution and structural
awareness.

4.4 Role of Attention Mechanisms

The integration of attention mechanisms enhances both the predictive accuracy and interpretability of
models for epidemic malware forecasting. Attention allows a model to adaptively prioritize the most informative
components of the data, whether these are nodes within a graph or critical points in a temporal sequence. Two
clear benefits of attention emerge when comparing GAT with GCN, and Transformers with recurrent networks.
Both GAT and GCN are graph-based and leverage structural information through message passing, but GAT
introduces a crucial refinement. Rather than treating all neighboring nodes equally, GAT assigns attention
weights that quantify the relative importance of each neighbor in the infection process.

This distinction is particularly valuable in malware propagation, where certain nodes—such as Command-
and-Control servers or highly connected ‘“super-spreaders”—exert disproportionate influence on infection
dynamics. In our experiments, GAT consistently outperformed GCN, especially in dense communication
settings, because its attention mechanism emphasized these influential hubs. Beyond improving accuracy, the
attention weights also provided interpretable signals, highlighting which nodes were most responsible for
current or future infections.

A similar advantage is seen in the temporal domain. Recurrent models such as LSTM and GRU summarize
past events using hidden states, but they often struggle to capture long-range dependencies when infections
unfold over extended time horizons. Transformers overcome this limitation by applying attention directly across
all time steps, enabling the model to identify and focus on bursts of infection activity or delayed propagation
effects that recurrent architectures tend to overlook. This ability to model long-range temporal relationships
translated into higher forecasting performance and improved interpretability, making Transformers a stronger
baseline among sequence-only models.
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Fig. 7. GAT Node Attention Weights (Node Importance)

Figure 7 illustrates how GAT distributes attention across nodes, providing insight into its structural
reasoning. For example, Node 5 received the highest weight (0.35), marking it as a critical infection hub
analogous to a Command-and-Control server, while nodes with lower weights contributed minimally to the
spread. This selective weighting demonstrates GAT’s ability to prioritize high-impact nodes in the propagation
process. Transformers employ a similar mechanism in the temporal domain, where self-attention adaptively
weights historical time steps according to their relevance for forecasting. In practice, this allows the model to
highlight infection bursts—sudden surges in malicious activity—as critical events. Visualizations of attention
weights during evaluation confirmed alignment with known propagation surges in the datasets, validating that
the model’s predictions were not only more accurate but also more interpretable. Unlike LSTM and GRU,
which encode historical information into opaque hidden state dynamics, Transformers explicitly reveal which
time points influence forecasts.

Taken together, these findings emphasize the dual role of attention in malware dynamics modeling. In
graph-based models, attention identifies structurally critical nodes driving infection, while in temporal models, it
highlights key periods of malicious activity. By making both the topology and timing of propagation
transparent, attention-based approaches achieve superior predictive performance and deliver actionable
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interpretability. This combination is essential for cybersecurity applications, where reliable forecasting must be
paired with clear insights to enable rapid, targeted interventions.
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Fig. 8. Transformer Temporal Attention

The line plot in Figure 8 shows the distribution of attention weights across ten-time steps. Distinct peaks at
steps 4, 7, and 8 correspond to periods of heightened infection activity, indicating that the model selectively
emphasizes critical bursts of propagation. This temporal focus contrasts with LSTM and GRU, which compress
past information into hidden states without exposing which moments are most influential. By explicitly
highlighting the time points that drive predictions, the Transformer introduces transparency into the forecasting
process.

Taken together, Figures 7 and 8 demonstrate the interpretive power of attention mechanisms. In graph-
based models, attention identifies structurally influential nodes, while in temporal models, it pinpoints infection
bursts. This dual capacity not only improves predictive accuracy but also enhances interpretability, offering
clear insights into which hosts and which time windows shape the model’s decisions. Such transparency is
particularly valuable in cybersecurity settings, where actionable forecasts must be supported by interpretable
signals to guide timely incident response.

GAT Attention Weights: Malware Spread Analysis
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Fig. 9. Heatmap for GAT Attention Weight (Malware Spread Analysis)

The heatmap in Figure 9 illustrates how GAT adaptively distributes attention across both nodes and time
steps, providing a joint temporal-structural perspective on malware propagation. Unlike GCN, which uniformly
aggregates neighbor information, GAT selectively prioritizes influential hosts. For example, the strong
concentration of attention on Node5 during T4-T6 coincides with a period of rapid infection spread, indicating
that this host acted as a dominant driver of propagation. Such temporal—spatial alignment demonstrates that
GAT not only improves predictive performance but also yields interpretable signals about who and when matters
most. This interpretability is particularly valuable in operational cybersecurity contexts. By consistently
highlighting Node5 as a key driver during early bursts, the model suggests that it may correspond to a
Command-and-Control (C2) server orchestrating the infection. Similarly, elevated attention on Node3 during
T8-T9 reveals secondary infection waves, pointing to downstream hubs that sustain the spread. These insights

© 2025, 1JCSMC All Rights Reserved, ZAIN Publications, Fridhemsgatan 62, 112 46, Stockholm, Sweden 89



John Kolawole Omoniyi et al, International Journal of Computer Science and Mobile Computing, Vol.14 Issue.10, October- 2025, pg. 76-93

provide actionable intelligence: identifying high-impact nodes for targeted mitigation and pinpointing critical
time windows for accelerated response.

4.5 Computational Efficiency

While predictive accuracy is a critical benchmark for evaluating model quality, computational efficiency
plays an equally important role in determining practical applicability. In operational cybersecurity settings,
forecasting models must not only be accurate but also capable of supporting near real-time decision-making.
Two dimensions of efficiency are particularly relevant: training time, which reflects the computational cost of
fitting the model to historical data, and inference latency, which measures the time required to generate
predictions once the model has been trained. Both factors directly influence the scalability and deployability of
malware forecasting systems in high-throughput environments.

Table 5. Training Time and Inference Latency of Models

Model Training Time (mins/epoch) | Inference Latency (ms/sample)
NARXNN-BR | 2.1 0.8
LSTM 45 1.2
GRU 3.2 0.9
Transformer 6.8 15
GCN 75 2.2
GAT 9.4 31

(Values are averaged across multiple runs; hardware: NVIDIA V100 GPU, 64GB RAM.)

The results in Table 6 highlight a fundamental trade-off between model complexity and computational
efficiency. Among the recurrent architectures, GRU emerges as the fastest, both in training and inference. Its
simplified gating mechanism reduces parameter count relative to LSTM while retaining adequate temporal
modeling capacity, making it attractive in scenarios where speed is prioritized over maximal accuracy. By
contrast, the LSTM incurs higher cost due to its more elaborate memory cell structure, with training times of 4.5
minutes per epoch and slightly elevated inference latency. Although slower than GRU, LSTM demonstrates
marginally greater stability on long sequences, which may justify its higher cost in certain applications. The
Transformer is slower to train than both GRU and LSTM, requiring 6.8 minutes per epoch, but achieves a
manageable inference latency of 1.5 ms per sample. Crucially, Transformers scale more efficiently as sequence
length increases, since their parallelizable self-attention mechanism avoids the sequential bottleneck inherent to
recurrent models. This makes them advantageous for monitoring extended traffic logs or forecasting across long
temporal horizons.

Graph-based models are the most computationally demanding. The GCN requires 7.5 minutes per epoch
and an inference latency of 2.2 ms per sample, with costs driven by message-passing operations that grow with
graph size and density. The GAT is the most expensive model, with training times of 9.4 minutes per epoch and
inference latency of 3.1 ms per sample. This overhead stems from multi-head attention, which computes
adaptive weights for each edge, amplifying complexity in denser graphs. However, these higher costs are offset
by GAT’s superior predictive accuracy and interpretability. In mission-critical settings—such as early detection
of worm-like outbreaks or botnet propagation—this trade-off is acceptable. Conversely, in resource-constrained
deployments (e.g., edge devices), lighter models such as GRU or Transformer may be more practical.
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From Figure 10, the trade-offs between efficiency and forecasting performance become clear. On the far
left, NARXNN-BR demonstrates the lowest training time and inference latency, reflecting its computational
simplicity. However, this speed comes at the cost of predictive accuracy, as established in earlier evaluations.
Moving to the recurrent models, GRU proves the most efficient, benefiting from a reduced parameterization
relative to LSTM. The LSTM, while slower due to its more complex gating mechanisms, still resides in the
efficient half of the spectrum and offers slightly greater stability for long sequences. The Transformer occupies
an intermediate position. Its training time is longer than that of the recurrent models, yet its inference latency
remains modest. Importantly, its parallelizable self-attention mechanism makes it more scalable for long
sequences, giving it a balanced profile between accuracy and efficiency. At the far right, graph-based models
incur the highest computational overhead. The GCN demands substantial training and inference resources due to
message passing over graph neighborhoods, while GAT, with its multi-head attention, is the most resource-
intensive. These tall bars in both training and inference times visually confirm the added complexity of
modeling structural dependencies.

The overall inference is straightforward: models on the left are fast but less accurate, while models on the
right are slower yet deliver superior forecasts in complex scenarios. No single model dominates across both
axes. Instead, suitability depends on operational requirements—GAT offers the most accurate and interpretable
forecasts at the highest computational cost, GRU provides lightweight efficiency with moderate accuracy, and
the Transformer represents a middle ground, particularly suited for long-sequence analysis. The experimental
findings reveal several consistent themes. Most notably, graph-based models, particularly GAT, achieve the
strongest combination of predictive accuracy and interpretability. By combining message passing with attention,
GAT captures the structural dependencies that govern malware propagation and highlights influential nodes,
such as Command-and-Control servers or high-degree peers. This dual capability provides not only superior
accuracy but also transparency, enabling analysts to trace infection pathways back to their most impactful
sources—an essential requirement for actionable cybersecurity defense.

In contrast, sequence-only models (LSTM, GRU, Transformer) struggle in settings where network
topology drives propagation. They can capture temporal bursts but lack mechanisms to represent relational
dependencies, leading to mispredictions in dense communication environments where lateral spread dominates.
The Transformer improves interpretability through temporal attention, but it remains fundamentally limited
without structural reasoning. At the lowest end, NARXNN-BR is computationally efficient but fails to
generalize to heterogeneous, multi-hop infections. Its autoregressive formulation ignores graph dependencies,
resulting in poor recall and F1-score, especially under complex propagation dynamics. Taken together, these
results demonstrate that accuracy, interpretability, and robustness peak when temporal modeling is integrated
with topological reasoning and attention mechanisms. GAT exemplifies this paradigm, providing the most
reliable and explainable forecasts. While sequence-only models may suffice for lightweight applications, and
NARXNN-BR for rapid prototyping, defending real-world infrastructures against epidemic malware requires
topology-aware, attention-driven frameworks.

5. Conclusion

The main conclusion of this study is that topology-aware models enhanced with attention mechanisms
provide the most accurate and interpretable forecasts of epidemic malware dynamics. Among all evaluated
approaches, the Graph Attention Network (GAT) consistently achieved the highest performance, improving F1-
score by nearly 24% over the NARXNN-BR baseline. This reinforces that malware spread is fundamentally a
graph-driven process, and any model that ignores network structure inevitably loses predictive power. Attention
further amplifies this advantage by selectively weighting critical infection hubs, providing both superior
accuracy and actionable interpretability. A second key finding is that sequence-only models—LSTM, GRU, and
Transformer—are insufficient in dense or heterogeneous networks. While these architectures successfully
captured temporal bursts and performed well in simpler scenarios, they struggled in conditions with multiple
simultaneous infection paths.

The Transformer, with its temporal attention, offered a modest advantage over recurrent networks, but still
fell short of graph-based methods. This confirms that temporal modeling alone cannot generalize to epidemic-
style propagation. Third, legacy autoregressive approaches such as NARXNN-BR are unsuited to modern
malware dynamics. Although efficient, NARXNN-BR failed to generalize under high connectivity and dynamic
multi-hop spread, exhibiting low recall and high error rates. This highlights the limitations of purely
autoregressive frameworks in today’s threat landscape, where malware spreads across large, heterogeneous
infrastructures.

These findings align with prior work in both cybersecurity and epidemiology that emphasized the role of
network topology in propagation. Our results extend earlier studies by directly benchmarking graph-based
models against advanced recurrent and Transformer baselines under a unified experimental framework. Notably,
discrepancies with some prior Transformer-based intrusion detection studies appear linked to task differences:
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while intrusion detection focuses on binary classification of malicious flows, our work addresses forecasting
infection spread, a task inherently more dependent on structural dependencies.

Several limitations remain. First, the datasets used (CTU-13 and CICIDS 2017) provide realistic traces but
are modest in scale compared to enterprise networks. Results may differ under larger and more diverse
environments. Second, experiments focused on a single forecasting horizon (30 seconds ahead); exploring
multiple horizons could yield richer insights. Third, computational efficiency was measured on high-
performance GPUs, and trade-offs may shift under resource-constrained deployments. Finally, while GAT
provided interpretable attention patterns, these were evaluated qualitatively; more rigorous validation is needed
to confirm causal alignment with real-world infection dynamics.

For cybersecurity research, the implications are clear: graph-based, attention-enhanced models should be
prioritized for forecasting malware spread, representing a necessary shift away from purely temporal
forecasting. For broader fields such as epidemiology or information diffusion, our findings suggest that
topology-aware attention models could similarly improve predictive accuracy in relational propagation settings.

For practitioners and policymakers, the takeaway is that advanced Al methods can offer early-warning
capabilities, enabling proactive interventions that reduce downtime, financial losses, and privacy risks. In
summary, this study shows that GAT delivers the strongest forecasts, combining accuracy with interpretability,
sequence-only models fail under dense network conditions, limiting their usefulness for epidemic malware
forecasting and traditional autoregressive methods are outdated, unable to capture the complexities of modern
propagation. Together, these conclusions establish that graph-based, attention-driven architectures represent the
future of epidemic malware forecasting. By uniting predictive strength with actionable insights, they offer a
practical path toward improving the resilience of critical network infrastructures against fast-spreading cyber
threats.
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